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Abstract
Document representations commonly used in classical information retrieval (IR), combined
with machine learning classifiers, can be used to automatically expand upon relevance judg-
ment lists with high fidelity. Automatically expanded judgments can be useful when existing
relevance assessments are incomplete, which is frequently the case given how labor-intensive
and expensive relevance assessment can be. We conduct experiments on multiple IR test
collections comparing various IR document representations combined with two classifiers.
The IR document representations used include TF-IDF, cosine-normalized TF-IDF, BM25,
variants of DFR (PL2, INL2, and IFB2), Dirichlet-smoothed language modeling (LMDir),
and Binary weighting. Separate Naïve Bayes and Support Vector Machine (SVM) classifiers
were trained on each document representation given existing relevance judgments and then
used to predict the relevance of previously-unjudged documents. The experimental results,
supported by paired randomization significance testing, demonstrate that both document
representation and classifier selection significantly affect relevance judgment expansion per-
formance. Empirically, using paired randomization significance testing, we find that SVM
consistently outperforms Naïve Bayes, and TF-IDF and BM25 are typically among the top-
performing representations. Additional experiments designed to measure rank-preserving
characteristics of the expanded judgments using Kendall’s Tau show that the expanded judg-
ments preserve retrieval-system rankings better than the incomplete judgments do, and that
rankings generated using expanded judgments are statistically significantly closer to the
rankings generated using the originally complete set of relevance assessments.
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1. INTRODUCTION

1.1 Problem Statement

Performance measurement of IR systems is based on relevance judgment lists (or qrels). These
are used to calculate effectiveness measures like Precision and Recall. Complete judgments are
expensive and time-consuming to produce, as they require manual assessment of every document
for relevance [1, 2]. Most test collections of IR systems have incomplete judgments; there are
documents for which no judgment was recorded for each query.

The typical practice in evaluation is to assume that unjudged documents are not relevant. Although
convenient for IR evaluation, making this assumption potentially decreases the validity of system
comparisons by marking relevant documents that have not been judged as irrelevant [3, 4]. There-
fore, the results of any evaluationmay be skewed by the percentage of the document set that has been
judged for relevance. Methods for automatically expanding relevance judgments given a preexisting
relevance judgment list have been explored. Automatically expanding qrels reduces dependence on
complete manual assessment of a document collection.

1.2 Motivation

There are at least two motivations for relevance judgment expansion. First, documents that have
already been judged carry information about how document features relate to query relevance. Sec-
ond, relevant documents for the same query often exhibit similar properties which can be detected
by appropriate document representations. Many classical IR weighting schemes like TF-IDF, BM25
[5], Divergence From Randomness (DFR) [6-8], and language- modeling approaches [9] have been
successfully applied to IR tasks like document representation and retrieval. Research into how
well they perform on relevance judgment expansion tasks has not yet been given much attention.
Machine learning classifiers like Naïve Bayes and Support Vector Machines (SVM) [10] have also
been successfully used for learning from text in classification problems and relevance predictions.
Combiningmachine learning classifiers with IR-based document representations enables learning of
relevance patterns from existing qrels and judging previously unseen documents for relevance. The
produced prediction scores can be used to rank the candidate documents by estimated relevance [10].

1.3 Research Objectives

This paper investigates the use of classical IR document representations combined with machine
learning classification for the purpose of automatic relevance judgment list expansion. We use
existing relevance judgments to train both Naïve Bayes and Support Vector Machine classifiers.
The training operates with different weighting schemes, such as TF-IDF, Cosine-normalized TF-
IDF, BM25, DFR PL2, DFR INL2, DFR IFB2, Dirichlet-smoothed language modeling (LMDir),
and Binary representation. The models predict relevance for documents that have not been seen
before. Evaluation is conducted by withholding a portion of known judgments to simulate realistic
expansion scenarios and assessing howwell themodels perform. In addition to evaluating prediction
accuracy, this study investigates whether the automatically expanded relevance judgments preserve
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the relative ranking of retrieval systems. Preserving system rankings is important because evaluation
collections are frequently used to compare competing retrieval approaches. Therefore, a ranking-
preservation analysis based on Kendall’s Tau correlation is performed to compare rankings obtained
from original, incomplete, and expanded relevance judgments. In addition, statistical significance
testing is performed to determine whether observed performance differences between weighting
schemes and classifiers are meaningful and not attributable to random variation.

1.4 Research Contributions

The main contributions of this work are as follows:

- Empirical study of eight popular weighting schemes (TF-IDF, TF-IDF_COS, BM25, DFR_PL2,
DFR_INL2, DFR_IFB2, LMDir, and Binary) applied to automating the expansion of rele-
vance judgment lists.

- Comparative study between Naïve Bayes and Support Vector Machines classifiers evaluated
under identical conditions across four standard IR collections.

- A battery of experiments with varying dataset parameters (collection, weighting scheme, train/
test ratio) to determine the effects of document representation and classifier selection on
automatic relevance judgment expansion performance.

- Kendall’s Tau based ranking preservation analysis betweenMAP and nDCG@10 showing that
automatic REJ expansion tends to preserve retrieval-system rankings more effectively than do
incomplete relevance judgments.

- Statistical significance evaluation using paired randomization testing to determine whether
any observed differences in performance between weighting schemes/classifiers are signifi-
cant.

2. RELATEDWORK

2.1 Incomplete Relevance Judgments

Most IR test collections rely on pooling techniques, leaving many documents unjudged. A common
practice is to treat unjudged documents as non-relevant; however, this may disadvantage systems
that retrieve relevant documents outside the evaluation pool. Previous studies have investigated the
”unjudged document problem” and proposed evaluation methods to reduce its impact on retrieval
effectiveness assessment [11–13]. Another concern is ranking stability. Incomplete relevance
judgments may alter the relative ordering of retrieval systems, potentially affecting experimental
conclusions. Consequently, preserving system rankings while expanding relevance judgments is an
important requirement for any automatic judgment-expansion approach.
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2.2 Automatic Relevance Assessment

Automated relevance assessment has received significant interest in decreasing the cost of manual
relevance judgments. Recent work has demonstrated that the relevance assessments from Large
Language Models (LLMs) can sometimes align with human decisions given certain evaluation
conditions [14]. Work has also examined methods to increase the reliability and correctness of
automatic assessment methods [15, 16]. While recent work has focused on neural and LLM-based
models, classical IR representations continue to be widely utilized and serve useful purposes in
modern retrieval applications [17, 18].

2.3 Positioning of This Work

Previous work focused mainly on evaluation under incomplete judgments [11, 13], on automated
relevance assessment [15, 14], and on the possibility of weak supervisionwhen labels are incomplete
[16, 18]. However, they do not depend on a unified probabilistic inference. This paper addresses
that gap by employing and comparing two widely used machine learning classifiers, Naïve Bayes
and Support Vector Machines, across multiple classical weighting schemes.

3. METHODOLOGY

The following section explains the proposed framework for the new technique.

3.1 Relevant Judgment Lists

Let 𝑄= {𝑞1, 𝑞2, . . . ,𝑞𝑚} denote the set of queries and 𝐷= {𝑑1, 𝑑2, . . . ,𝑑𝑛} the document collection.
A relevance judgment list contains partial relevance information, in the form of relevant queries
for document pairs. Given this partial information in standard IR test collections [11], the goal of
relevance judgment expansion is to determine relevant queries for unjudged documents.

3.2 Learning from Existing Relevance Judgments

Our approach can expand upon existing relevance judgments, which we treat as our supervised
training data D𝑡𝑟𝑎𝑖𝑛. Because relevance is defined on a query-by-query basis, each document in our
judged set is associated with one or more queries. We would then like to predict relevant queries
for documents in Dtest that have not previously been judged. Each weighting scheme utilizes the
same training procedure so that we may determine how weighting document representation affects
relevance judgment expansion.
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3.3 Document Representation and Weighting Schemes

For each weighting scheme, all documents were tokenized, stopwords were removed, and terms
were stemmed. Documents were represented as one of eight weighting schemes: TF-IDF, cosine
normalized TF-IDF, BM25, DFR-PL2, DFR-INL2, DFR-IFB2, Dirichlet-smoothed language mod-
eling (LMDir) and Binary. Each document is represented as a weighted document-term vector.

3.4 Classification-Based Relevance Inference

Two classifiers are trained on the judged documents in Dtrain. These classifiers are Naïve Bayes
and Support Vector Machines (SVM). This experiment is conducted for each weighting scheme.
Naïve Bayes performs probabilistic inference with smoothing to reduce sparsity. SVM learns dis-
criminative decision boundaries in the document space [10]. For all experiments, both classifiers
use fixed settings. This allows comparison between weighting schemes and datasets [10].

3.5 The Relevance Judgment Expansion Procedure

The expansion of the relevance judgment is done independently for each weighting scheme. The
steps are as follows:

- Train Naïve Bayes and SVM classifiers using different weighting schemes.

- Apply the model to candidate documents in Dtest.

- Produce ranked query lists for the documents.

- Assess the expansion result.

The procedure allows researchers to perform controlled tests of different weightingmethods, helping
them evaluate their effectiveness in finding appropriate search results.

3.6 Ranking Preservation Analysis

To measure how well the ordering of retrieval systems is maintained by the expanded relevance
judgments, another ranking-preservation experiment was done. Retrieval systems are represented
by the weighting schemes employed in this study. System effectiveness was measured for each
collection and test ratio using the original relevance judgments, incomplete relevance judgments,
and expanded relevance judgments. The rankings produced are then correlated using Kendall’s
Tau, a widely used rank-correlation measure in information retrieval evaluation [19]. The higher
the Kendall’s Tau value, the closer the correlation is to the rankings produced using the original
complete set of relevance judgments.
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Table 1: Datasets used in this paper

Size (MB) Documents Terms Queries RJL entries
D
at
as
et

Medline 1.05 1,033 8,915 30 696
CRAN 1.40 1,400 4,217 28 1,837
LISA 3.04 6,003 11,291 35 354
NPL 3.10 11.429 7.934 93 2,083

4. EXPERIMENTAL SETUP

4.1 Test Collections

We conducted experiments on four ad hoc information retrieval datasets: Medline, CRAN, LISA,
and NPL [1]. The datasets are widely used in IR research, where each dataset consists of a large
collection of documents, a set of queries, and a relevance judgment list (also known as qrels) that
matches each query to its relevant documents, as shown in TABLE 1 [2, 15].

For example, Medline has a size of 1.05 megabytes, 1033 documents, 8915 terms, 30 queries and
696 records in the Relevant Judgment List.

4.2 Document Representation and Weighting Schemes

For each dataset, we represented the documents using pre-made inverted files that we made un-
der weighting schemes. The weighting schemes we tested included TF-IDF, TF-IDF with cosine
normalization, BM25, Divergence from Randomness (DFR) variants (PL2, INL2, IFB2), Language
Modeling with Dirichlet smoothing (LMDir), and a Binary weighting baseline. The models covered
vector space approaches that are commonly used in IR evaluation [7, 9, 17].

4.3 Classification Model

We test two supervised machine learning algorithms: Naïve Bayes and Support Vector Machines
(SVM). The document-level relevance labels contained in the relevance judgment lists are used
as training data for both classifiers. Naïve Bayes makes probabilistic inference using Laplace
smoothing, and SVM learns a discriminative classifier that separates relevant from non-relevant
classes in a high-dimensional feature space. Both classifiers are trained and tested on the same
document representations, train-test splits, and measures, ensuring fair comparison.

4.4 Experimental Settings and Reproducibility

All experiments were conducted in Python using the Scikit-learn library for machine learning.
Documents were preprocessed by tokenization, removing stopwords (using the stopword list), and
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stemming using a suffix-based stemmer, which removed common suffixes like ”ing”, ”ed”, and
plural ”s”. The Naïve Bayes model used was Multinomial Naïve Bayes, a popular choice for
applying Naïve Bayes to text classification. All other parameters were left at their default settings
in Scikit-learn, unless otherwise stated. All parameters for the retrieval weighting models were set
using their standard parameter values. For BM25, k1 = 1.2 and b = 0.75. For DFR-PL2, c = 1.0.
For the Language Model with Dirichlet smoothing (LMDir), 𝜇 = 1500. To generate probabilistic
relevance scores, feature scaling and temperature parameters were applied as follows:

- TF-IDF: scale = 1.0, temperature = 2.0

- BM25: scale = 0.05, temperature = 5.0

- DFR: scale = 0.10, temperature = 5.0

- LMDir: scale = 0.10, temperature = 5.0

Parameter settings used by our framework were kept the same for all collections and experiments
unless otherwise stated. This is done to provide a better comparison between experiments and allow
others to reproduce our experiments. We used a linear kernel with C = 1.0 for the SVM classifier.

4.5 Train–Test Splitting Strategy

We tested robustness by running experiments with 4 different ratios of test documents: 20%, 30%,
40%, and 50% of the documents were put into test sets. For each ratio, the files were randomly
divided into training and test sets using the same random seed, so our experiments could be repro-
duced. Documents that were the only representative of their class were always left in the training
set, so no classes would be missing during learning. Each ratio produced its own train and test label
files. The splitting process was done independently for each experiment.

4.6 Evaluation Protocol

For each dataset, experiments are conducted on the test documents for each weighting scheme and
test ratio. For each document, each classifier creates a ranked list of predicted query labels. We
check performance using the top-K evaluation. Top-K evaluation uses K=1 and K=5. K=5 is a
cutoff in IR effectiveness studies [3, 4]. We compute the metrics for each document. Then, we
combine the metrics at the scheme level:

1. (a) Match@1 indicates if a valid label is found at rank 1; K=1.
(b) Match@5 indicates if a valid label is found within the top 5 predictions: K=5
(c) MRR@5 is the mean reciprocal rank of the rank of the first correct prediction

TABLE 2, explains the three metrics using an example:
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Table 2: Example explaining metrics used

True label Predicted labels Match@1 Match@5 Rank MRR@5
1 qry11 qry11|qry19|qry25|qry4|qry20 TRUE TRUE 1 1.00
2 qry24 qry1|qry19|qry24|qry20|qry25 TRUE 3 0.33
3 qry20 qry24|qry60|qry19|qry1|qry5 0 0.00
4 qry19 qry39|qry24|qry27|qry5|qry19 TRUE 5 0.20
5 qry3 qry3|qry4|qry8|qry1|qry14 TRUE TRUE 1 1.00
6 qry29 qry3|qry4|qry1|qry29|qry14 TRUE 4 0.25

33.3% 83.3% 0.46

Looking at example #1, we see that the correct label (qry11) was ranked first according to Naïve
Bayes. As a result, we count example #1 as a success for Match@1 as well as Match@5 and assign
it an MRR@5 score of 1/1 = 1.00. Looking at example #2, we see that the correct label (qry24) was
ranked third. As a result, we do not count example #2 as a success for Match@1, but we do count
it as a success for Match@5. We assign it an MRR@5 score of 1/3 = 0.33. Looking at example
#3, we see that the correct label (qry20) was not retrieved. As a result, we do not count it as a
success for Match@1 or Match@5. An MRR@5 score of 0.00 gets assigned to this example. Once
we’ve done this for all six examples, Match@1 and Match@5 are calculated as the percentages of
successful examples (2/6 = 33.3% and 5/6 = 83.3%, respectively) while MRR@5 is calculated as
the mean of all the examples’ reciprocal ranks (0.46 in this case). Measures like these are popular
IR evaluation metrics because they reward systems for both ranking accuracy and the placement of
relevant results [2, 11].

4.7 Ranking Preservation Evaluation

To assess ranking preservation, each weighting scheme is treated as an independent retrieval system.
System effectiveness is measured using Mean Average Precision (MAP) and nDCG@10. Rankings
obtained using incomplete and expanded relevance judgments are compared with those obtained
using the original relevance judgments. Kendall’s Tau correlation coefficient is used to quantify the
degree of ranking preservation [19].

4.8 Statistical Significance Testing

To assess whether the performance differences observed between weighting schemes and classi-
fiers were statistically significant, p-values were calculated using a paired randomization test. The
randomization test is a non-parametric statistical significance test commonly used in information
retrieval evaluation [20]. The randomization test makes no assumptions about the underlying dis-
tributions of the performances. Paired randomization testing was used with 10000 randomization
iterations and a significance threshold of 𝛼 = 0.05. Match@1, Match@5, and MRR@5 were tested.
We report p-values and significance for all pairwise comparisons between weighting schemes and
classifiers. The observed differences were considered statistically significant when their associated
p-values were below 0.05.
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5. RESULTS

The following section describes how different classical IR weighting methods affect the perfor-
mance of relevance judgment list expansion. The results show each representation type separately
to evaluate how different weighting methods affect expansion performance, ranking results, and
confidence measurements through a standard probabilistic inference system.

5.1 Training Data Size and Its Effect on Classification Performance

When the classifiers are trained using larger training sets, performance generally improves across
all evaluation metrics, as shown in TABLE 3.

Table 3: RJL performance for all datasets and weightings

NB
Match@1

SVM
Match@1

NB
Match@5

SVM
Match@5

NB
MRR@5

SVM
MRR@5

Te
st
%

20% 45.74% 73.02% 69.58% 87.53% 0.563 0.771
30% 42.99% 69.20% 66.65% 84.47% 0.530 0.734
40% 41.05% 66.84% 64.74% 82.16% 0.509 0.706
50% 38.25% 64.13% 61.08% 79.49% 0.480 0.676

Testing was also conducted at a ratio of 20% testing (80% training). Results at this ratio show that
Match@1 increased to 45.74%, up from 38.25% at a 50% test ratio (50% training). The likely
cause of this gain is that a larger training set allows for more robust estimation of parameters and
decreases classifiers’ sensitivity to randomness. As a result, classifiers give more reliable relevance
predictions, resulting in higher ranks. These results follow others that demonstrate training-set size
as a strong influence on retrieval effectiveness [1, 2, 11, 15]. The improvement demonstrated by both
classifiers when using larger training sets was apparent, but Support Vector Machines outperformed
Naïve Bayes at every train-test ratio. SVM received a Match@1 score of 73.02% at a 20% testing
ratio while Naïve Bayes only mustered 45.74%. Both classifiers saw only a gradual decrease in
performance as training data was limited, showing the need for adequate information to learn what
constitutes relevance.

5.2 Robustness of Weighting Schemes Across Datasets

TABLE 4, shows the differences in performance among the weighting schemes we tested when the
proposed approach runs on all collections and on training splits.
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Table 4: RJL performance for all datasets

NB
Match@1

SVM
Match@1

NB
Match@5

SVM
Match@5

NB
MRR@5

SVM
MRR@5

W
ei
gh
tin
g Binary 46.20% 72.74% 70.40% 86.20% 0.575 0.764

BM25 53.92% 79.80% 79.06% 91.59% 0.652 0.833
DFR_IFB2 51.43% 77.39% 76.26% 90.22% 0.623 0.811
DFR_INL2 51.41% 77.38% 76.22% 90.21% 0.622 0.810
DFR_PL2 31.36% 49.85% 52.74% 71.55% 0.422 0.585
LMDIR 5.68% 9.99% 14.84% 26.76% 0.107 0.183
TFIDF 57.98% 79.36% 82.91% 92.07% 0.690 0.837
TFIDF_COS 31.14% 66.28% 54.58% 84.11% 0.394 0.742

TF-IDF and BM25 had the highest overall effectiveness, and we see similar patterns when evalu-
ating each classifier individually. Support Vector Machines generally outperformed Naïve Bayes
for every weighting scheme. For instance, TF-IDF yielded a Match@1 score of 79.36% when used
with SVM versus 57.98% with Naïve Bayes. BM25 performed similarly at 79.80% and 53.92%,
respectively. Consequently, the choice of classifier has just as strong an influence as document
representation. DFR-INL2 and DFR-IFB2 exhibited very similar results; this may indicate that
some formulations of divergence-from-randomness are more stable between collections [13]. Both
DFR-PL2 and LMDir underperformed relative to the other weighting schemes. Interestingly, TF-
IDF with cosine normalization performed with lower effectiveness than TF-IDF and BM25 but was
able to compete when used with SVM. Retrieval effectiveness appears to rely heavily on the chosen
document representation [2, 15]. Such behavior can also be rationalized theoretically. Classifica-
tion performs best when document representations maintain discriminative term distributions while
minimizing distributional shift across collections. TF-IDF and BM25 bias their representations
toward informative terms that best discriminate between relevant and non-relevant documents. This
results in representation with stronger class separability within the constructed feature space. DFR-
INL2 and DFR-IFB2 yield more collection-stable probabilistic term weights than DFR-PL2, which
likely accounts for their consistently stronger performance. Through the lens of Naïve Bayes, such
weighting schemes result in term distributions that are easier to estimate probabilistically and are
less sparse. SVM benefits from these representations because they yield feature spaces with better-
defined decision boundaries between relevant and non-relevant classes. In contrast, LMDir smooths
aggressively, compressing term-weight distributions and diminishing class separability.

5.3 Statistical Significance Analysis

To determine whether these differences were statistically significant, we performed significance
tests. The results show that many of the differences discussed above are indeed significant. For
instance, within the CRAN collection, we found that using TF-IDF with Naïve Bayes resulted in
statistically significant improvements over alternative weighting schemes at Match@1, Match@5
and MRR@5 (p < 0.05). TF-IDF led to significant improvements over the representations resulting
from the BINARY, DFR-PL2, LMDir and TFIDF_COS weighting schemes. Similar results are
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observed within the Medline, LISA and NPL collections. When using SVM, we observed that the
differences between the best weighting schemes (TF-IDF, BM25, DFR-INL2 and DFR-IFB2) were
often not statistically significant. This suggests that these representations lead to similar perfor-
mancewhen usedwith SVM.DFR-PL2 and LMDir, on the other hand, were clearly outperformed on
most datasets and for most measures, and the differences are significant. Our significance analysis
supports the results discussed above. We can conclude that the superior performance of TF-IDF and
BM25 is unlikely to be caused by statistical variation. Moreover, we found that the improvements
gained by SVM over Naïve Bayes were statistically significant for most weighting schemes and
collections. This suggests that the better performance of SVM is also unlikely to be caused by
statistical variation.

5.4 Performance Analysis with a 20% Test Split

To further analyze classifier behavior under favorable training conditions, additional experiments
were conducted using an 80% training split and a 20% test split across all datasets, as summarized
in TABLE 5.

Table 5: RJL performance for all datasets with Test=20%

NB
Match@1

SVM
Match@1

NB
Match@5

SVM
Match@5

NB
MRR@5

SVM
MRR@5

W
ei
gh
tin
g

Binary 50.35% 79.55% 81.61% 91.67% 0.625 0.811
BM25 58.70% 83.93% 86.42% 94.94% 0.699 0.862
DFR_IFB2 57.57% 82.45% 84.87% 94.20% 0.681 0.845
DFR_INL2 57.43% 82.56% 84.87% 94.18% 0.680 0.844
DFR_PL2 36.07% 57.80% 68.88% 78.95% 0.487 0.643
LMDIR 6.51% 13.11% 23.34% 32.58% 0.122 0.216
TFIDF 61.10% 84.50% 88.54% 95.44% 0.722 0.873
TFIDF_COS 38.19% 75.84% 65.63% 89.40% 0.488 0.789

Better performance was obtained by all weighting schemes when increasing the training propor-
tion. As expected, TF-IDF and BM25 achieved the best results (Match@1 = 61.10% and 58.70%,
respectively) and had the highest MRR@5. DFR- INL2 and DFR-IFB2 essentially had identical
performance. This shows that stable probabilistic weighting schemes are enhanced by a larger
training collection [1, 8-10]. Poor performers continued to be DFR-PL2, TF-IDF cos normalized,
and LMDir. For all datasets, LMDir had the poorest performance, showing that language-model
smoothing and ”aggressive normalization schemes do not play well with the classification-based
rankingmodel that we used here ” [7, 10]. As can be seen fromTABLE 5, additional findings include
that only specific weighting schemes appear to be robust across datasets when given ideal training
conditions [2, 15]. As was seen previously, SVM outperformed Naïve Bayes for all weighting
schemes. SVM was able to achieve Match@1 scores above 83% for TF-IDF and BM25 compared
to around 61% and 59% respectively with Naïve Bayes.
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5.5 Cross-Collection Analysis at 20% Test Ratio

TABLE 6 and TABLE 7, show how the weighting schemes compared on all datasets with an 80–20
train/test split. Trends across all four collections were quite similar. TF-IDF and BM25 typically
gave the best results, but many times another weighting scheme gave the best score for one dataset.
DFR-INL2 and DFR-IFB2 performed most of the time similarly, showing that some divergence-
from-randomness schemes can still work if enough training data is available [9]. The performance
of DFR-PL2was consistently worse than the others, while LMDir was quite bad on every dataset. In
general, these results show that expanding relevance judgments with document representation does
matter. TF-IDF and BM25 were consistently some of the best weighting schemes, and DFR-IFB2
and DFR-INL2 seemed to be a good alternative in all collections [1, 2, 8, 15, 17].

Table 6: RJL performance for Match@1 with Test=20% using NB

BINARYBM25 DFR_PL2 DFR_INL2DFR_IFB2LMDIR TFIDF TFIDF_COS

D
at
as
et
s Medline 72.66% 84.89% 47.48% 83.45% 83.45% 5.04% 85.61% 65.47%

LISA 61.76% 66.18% 51.47% 69.12% 69.12% 30.88% 75.00% 55.88%
NPL 46.76% 50.00% 36.47% 48.53% 48.82% 3.24% 50.88% 35.00%
CRAN 33.75% 51.25% 18.75% 48.75% 48.75% 4.38% 55.63% 13.75%

TF-IDF generally generates the strongest results across the collections when using Naïve Bayes.

Table 7: RJL performance for Match@1 with Test=20% using SVM

BINARYBM25 DFR_PL2 DFR_INL2 DFR_IFB2 LMDIR TFIDF TFIDF_COS

D
at
as
et
s Medline 89.21% 92.09% 38.13% 91.37% 92.09% 17.27% 88.49% 93.53%

LISA 70.59% 77.94% 44.12% 79.41% 76.47% 7.35% 85.29% 79.41%
NPL 56.47% 57.06% 32.94% 57.65% 57.65% 6.47% 52.06% 56.76%
CRAN 51.25% 54.37% 15.00% 53.75% 53.75% 6.88% 46.25% 53.75%

The SVM results shown in TABLE 7, show the same overall trend as above, taking into considera-
tion that the differences between weighting schemes are less extreme. TF-IDF, BM25, DFR- INL2
and DFR-IFB2 performed consistently well on all four collections, while DFR-PL2 and LMDir
fell far behind. SVM also outperformed Naïve Bayes for all datasets tested, which once again
shows that discriminative learning gives a better framework for expanding relevance judgments
than probability estimation alone.

5.6 System Ranking Preservation Analysis

Akey question is whether automatically expanded relevance judgments preserve the relative ranking
of retrieval systems during evaluation. To address this question, we performed an additional exper-
iment on the four collections used in this study (Medline, NPL, LISA, and CRAN). Eight weighting

12



https://www.oajaiml.com/ | June 2026 Advances in Artificial Intelligence and Machine Learning

schemes (TFIDF, TFIDF_ COS, BM25, DFR_PL2, DFR_INL2, DFR_IFB2, LMDIR, BINARY)
were used as independent retrieval systems. We calculated the effectiveness of each system on each
collection/test ratio with three sets of relevance judgments:

- Original relevance judgments (RJL.txt);

- Incomplete relevance judgments obtained after the train/test split;

- Expanded relevance judgments generated automatically using the best-performing classifica-
tion configuration.

System rankingswere computed using bothMeanAverage Precision (MAP) and nDCG@10. Kendall’s
Tau correlation coefficient was then calculated between the rankings produced using the original
relevance judgments and those produced using the incomplete and expanded relevance judgments.
Higher Kendall’s Tau values indicate stronger agreement with the rankings obtained from the orig-
inal complete judgments [19].

TABLE 8, summarizes the average Kendall’s Tau values across all collections and test ratios.

Table 8: Average Kendall’s Tau Correlation Across All Collections

Metric 𝜏 (Original vs Incomplete) 𝜏 (Original vs Expanded)
MAP 0.838 0.906
nDCG@10 0.826 0.920

Note that the proposed expansion method outperformed the incomplete judgments in preserving
rankings each time. As demonstrated in TABLE 8, the proposed relevance judgment expansion
approach consistently improved ranking preservation. For example, when using MAP, the average
value of Kendall’s Tau improved from 0.838 to 0.906 after the expansion of qrel. When rankings
were calculated using nDCG@10 instead of MAP, the average Kendall’s Tau still showed improve-
ment from 0.826 to 0.920. In summary, rankings generated by expanded relevance judgments are
significantly closer to the rankings generated using complete judgments than those generated using
incomplete judgments alone. For a finer-grained analysis, TABLE 9, lists the Kendall’s Tau values
broken down by collection and test ratio.

Improvementswere largest for theMedline and LISA collections. ConsideringMedline at a test ratio
of 0.40, for instance, results show that expanding query relevance judgments leads to an nDCG@10
Kendall’s Tau rating increasing from 0.600 to 1.000, implying perfect agreement between rankings
achieved by using the complete set of relevance judgments versus those obtained using just the
incomplete relevance judgments prior to automatic expansion. Similar observations can be made
for LISA, where multiple ranking measures achieved perfect agreement (rated 1.000) after query
relevance expansion. Improvements were smaller for CRAN since rankings were already well
preserved under incomplete judgments. Results for NPL show a moderate but mostly positive
trend, especially for the measure nDCG@10. Aside from two isolated rankings, all other measures
improved. Overall, the results presented above support the claim that rankings achieved using
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Table 9: Detailed Kendall’s Tau Correlations for Ranking Preservation

Collection Test
Ratio

MAP 𝜏 (Orig–
Incomplete)

MAP 𝜏 (Orig–
Expanded)

nDCG@10 𝜏
(Orig–
Incomplete)

nDCG@10 𝜏
(Orig–
Expanded)

Medline 0.2 1.000 1.000 0.760 0.920
Medline 0.3 0.786 0.929 1.000 0.920
Medline 0.4 0.714 0.929 0.600 1.000
Medline 0.5 0.714 0.929 0.520 0.920
NPL 0.2 0.857 0.857 0.857 0.857
NPL 0.3 0.786 0.786 0.786 0.857
NPL 0.4 0.857 0.857 0.714 0.857
NPL 0.5 0.857 0.786 0.714 0.857
LISA 0.2 0.786 1.000 0.852 1.000
LISA 0.3 0.786 1.000 0.778 0.852
LISA 0.4 0.643 0.857 0.852 1.000
LISA 0.5 0.714 0.714 0.926 0.704
CRAN 0.2 0.857 1.000 0.857 1.000
CRAN 0.3 1.000 1.000 1.000 1.000
CRAN 0.4 1.000 0.929 1.000 1.000
CRAN 0.5 1.000 0.929 1.000 1.000

relevance judgment list expansion are significantly closer to the rankings achieved when using
complete relevance judgments. We can conclude from this investigation that automatic relevance
judgment list expansion allows for both improved completeness of evaluation as well as preser-
vation of retrieval-system rankings, effectively leading to more trustworthy retrieval effectiveness
evaluation with incomplete relevance judgments.

6. CONCLUSION

We experimented across four datasets, eight weighting schemes, and two classifiers to determine if
classical IR weighting schemes can be paired with machine learning classifiers to perform automatic
relevance judgment expansion. We found that both document representation and classifier choice
affect expansion performance [1, 2, 10, 15]. Across datasets and weighting schemes, SVM outper-
formed NB, highlighting the impact of learning model choice. Both TF-IDF and BM25 were in the
top 3 overall weighting schemes, while DFR-INL2 and DFR-IFB2 were typically in the top 3 across
collections. Both DFR-PL2 and LMDir performed poorly, indicating that there are limits to how
well retrieval models transfer to relevance prediction in a classification setting [7–10, 17]. Statistical
significance testing confirmed that many of the observed performance differences were unlikely to
be due to random variation, supporting the reliability of the reported findings. Through ranking-
preservation analysis, we were able to confirm that our approach does maintain ordering between re-
trieval systems; rankings calculated with expanded relevance judgments were consistently closer to
those obtained using the original complete judgments than rankings calculated using the incomplete
judgments alone. As a limitation, we only consider representations used in classical information
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retrieval. Dense retrieval models like Contriever and ColBERT and LLM-based relevance assess-
ment methods are not included in our experimental comparisons. These approaches can certainly be
effective, but they use very different representations and trainingmethods from the classical methods
we consider and often need significantly more computational resources. Analyzing the trade-offs
between classical vs neural approaches to relevance judgment expansion is an exciting avenue for
future work. Overall, automatic relevance judgment expansion shows promise as a technique to
achieve a middle ground between retrieval evaluation completeness and reliability.
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