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Abstract

Thalassemia is a severe hereditary blood disorder, where early and accurate detection sig-
nificantly affects the patient’s treatment. Machine learning tools have the potential to make
diagnostic screening more efficient; however, their lack of transparency, usually referred to
as a “black box” makes a large number of clinicians reluctant to use them in practice. We
developed a feasible health IT framework centered on interpretable voting ensembles for
thalassemia screening using standard clinical and hematological markers. The dataset we
used was from the real world and had 25 health attributes, such as hemoglobin levels, red
blood cell indices, and ferritin. We then trained three machine learning models: XGBoost,
Random Forest, and Logistic Regression. The SMOTE technique was utilized to deal with
class imbalance in the data. We found that a soft voting ensemble of these models outper-
formed individual models, achieving an accuracy of 98. 37% and an F1-score of 96. 99%. To
open the black box and instill confidence in the models’ decisions, SHAP (SHapley Additive
exPlanations) was used to provide explanations for each prediction in terms understandable
by clinicians. These interpretations were then evaluated and endorsed by the clinicians who
participated, thus ensuring compatibility with the diagnostic reasoning in the real world.
The most significant predictors, MCV, MCH, and patient age were identified. Building the
ensemble took more computational time.

1

Citation: Ayad Hameed Mousa, et al. A Health Information Technology Framework: Interpretable Voting Ensembles for Thalassemia
Screening Using Clinical and Hematological Biomarkers. Advances in Artificial Intelligence and Machine Learning. 2026. (Ahead
of Print) https://dx.doi.org/10.54364/AAIML.2026.63310



https://www.oajaiml.com/ | June 2026 Ayad Hameed Mousa, et al.

Keywords: Thalassemia screening, Voting ensemble methods, Explainable Al, Interpretable
machine learning, Hematological biomarkers, SHAP, XGBoost, MCV, MCH, Clinical vali-
dation.

1. INTRODUCTION

Thalassemia is a hybrid term formed from two Greek words “thalasso” and “hema,” which mean
“sea” and “blood,” respectively [1]. Thalassemia is a blood disorder that is generally hereditary
and is common in different parts of the world, mainly affecting people of South Asia. Hereditary
means that it is passed down from parents to their children [2]. One of its symptoms is a low
level of hemoglobin, which leads to the scarcity of red blood cells production; hence, anemia is
caused [3]. According to the World Health Organization, 60, 000 births of symptomatic children
happen yearly worldwide. Being a serious and chronic disease that requires long-term care, early and
accurate detection of thalassemia is essential for disease management, increasing the cure rate, and
progressing the intervention stage in real-time. Diagnosing the disease by conventional methods,
which depend on blood markers, is done using specialized equipment and expertise, is expensive,
and may not be available in resource-limited areas [4].

The influx of artificial intelligence (Al) and machine learning (ML) technologies has opened up a
wide range of possibilities across all sectors. Medical diagnostics have especially benefited from
these advancements, with clinical and laboratory data interpretation and pattern recognition becom-
ing more efficient [1, 5, 6]. Nevertheless, there are still some obstacles and restrictions in the clinical
use of machine learning models for thalassemia screening, mainly due to the “black box’ nature of
machine learning techniques that cause a trust gap between machine learning results and clinicians’
adoption and interpretation [7]. This gap goes beyond prediction and limits physician confidence.
The interpretability gap is a significant and inspiring factor for researchers to bridge because un-
derstanding the role of specific biomarkers (MCV, MCH, HbA?2) is instrumental in increasing trust
in medical diagnosis [8, 9]. This study addresses the gap by proposing an interpretable machine
learning framework that detects thalassemia with high accuracy and clinical interpretability. We
implement the latest ensemble methods (XGBoost, Random Forest, and Logistic Regression) with
SMOTE for data imbalance resolution [10, 11] and SHAP for additive interpretation to locate and
confirm the most relevant hematological features in the disease [12, 13]. Therefore, this investiga-
tion makes a significant leap forward by:

1. Creating a voting ensemble, based prediction model with extremely high accuracy (97. 37%)
through the use of clinically significant biomarkers.

2. Interpretability analysis at full length reveals the striking role of patient characteristics such
as MCV, MCH, and other indispensable parameters in disease detection.

3. Transforming the knowledge field into a personalized one by connecting the outputs of the
proposed model with those of hematology experts, thus confirming their diagnostic reliability.

This work paves the way for easier, to, understand thalassemia screening methods, going beyond
the gap of the complicated machine learning algorithms and clinical decision-making needs, which
would be very helpful in the regions where the healthcare system is poorly developed and there is
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lack of the necessary medical equipment. Our subsequent chapters will detail our methodology,
results, and the impact of these first on the practice of hematology and then on worldwide health
equity.

2. THE PROPOSED METHOD

The primary goal of this research paper is to develop a framework for building a simple and accurate
predictive system of thalassemia diagnosis. Therefore, a machine learning (ML) based interpretable
framework was created to identify thalassemia from clinical and hematological biomarkers. The
methods involved five major stages: data preparation, data preprocessing, class imbalance problem,
ML-based model development, and ML-based model evaluation. FIGURE 1: visualize the main

stage of the proposed framework. Each of the stages in the proposed framework is briefly described
in the following subsections.
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Figure 1: The Proposed Framework

2.1 Data Preparation

We based our research on a dataset from the real world. It was collected after we got the official
approval of the government from medical centers that are specialized in Iraq. The dataset contains
22,579 records of suspected thalassemia cases. The data, which was put together in an Excel file, has
25 clinical features that are taken from blood tests and are related to thalassemia. These features are
complete blood count (CBC), hemoglobin electrophoresis (HbA2, HbF), iron tests (ferritin, TIBC),
and even some demographic and geographic information. The genotypes (alpha, thalassemia, beta,
thalassemia, and non-thalassemia) were identified through genetic testing. The first look at the
dataset showed that there was a class imbalance problem (37% of positive cases).

The dataset represents a haematology and biochemical profile of 22, 558 patients, wherein each
record comprises 14 clinical features such as gender, red blood cell parameters (RBC, HGB, HCT,
MCYV, MCH, MCHC, RDW), ferritin, and haemoglobin fractions (F, A2, A). The instrumental
variable Dx, stands for a binary diagnosis (0 or 1), implying that the task could be a classification
one, e.g., differentiating between healthy and diseased states or types of anaemia. The dataset seems
to comprise a group of healthy individuals as well as some cases of iron-related or haemoglobin
disorders, as can be inferred from the changes in ferritin, haemoglobin fractions, and red blood cell
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(P2

indices among the samples. The patient IDs with “a” or “t” as the initial characters might be pointing
to different groups or study arms.

2.2 Data Preprocessing

The data preprocessing phase encompasses four sequential substages: Data Cleaning & Missing
Value Handling, Feature Engineering, Data Reduction, and Data Splitting. The subsequent sections
describe each substage in detail.

2.3 Data Cleaning and Missing Value Handling

Missing data were addressed by the methodology illustrated in FIGURE 2. First, any constraint that
is missing more than 30% of its attributes is dropped. Next, the variable type, whether categorical
or continuous, is identified [14]. For a categorical variable, the median is computed, whereas for a
continuous variable, the mode is calculated. These values are then combined with the missingness
masks[15]. The dataset is thereby cleaned in both situations. Here, the initial dataset size was
22579, and after the data cleaning and missing value handling, it has become 22558. Consequently,
21 records have been disqualified.

2.4 Feature Engineering

A Domain-Driven Filtering approach was implemented, which comprised two major components.
The first component is related to the clinical prioritization protocol and is quite straightforwardly
derived from the notion of keeping the features selected by the experts. Consequently, six features
were retained since the experts considered them to be very important biomarkers and, therefore, they
did not need to be statistically tested [16]. These features were MCV, MCH, A2 (HbA2), HbF, RDW,
and ferritin. The reason, according to the experts, is that these features are the most important and
basic criteria for the diagnosis and detection of thalassemia, as also indicated by the World Health
Organization [12]. The second part consisted of statistical filtering of the rest of the features by
dropping low variance ones [17]. Features with variance 0. 01 were removed first, and then
a variance threshold of 0. 01 from scikit-learn was applied. Non-critical features were removed
by redundancy reduction, with pairwise Pearson correlations calculated between all non-critical
features [18]. In the case of correlated pairs (r j 0. 8), the feature with higher clinical significance
was kept. Therefore, the final outcome of this procedure is that 18 features were retained (6 critical
features + 12 statistically strong features).

2.5 Data Splitting

The data was typically split 70-30% (70% training, 30% testing). Data splitting is an essential part
of creating machine learning models, which allows for separate training, validation, and testing of
the models [19, 20]. This process is necessary to objectively measure the performance of the models
and to avoid overfitting. Different proportions of data splits, primarily 70, 30 and 80, 20, have been
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Figure 2: Data Cleaning and Missing Value Handling Process

discussed in the literature. Hence, the data for this study was generally divided into 70, 30% (70%

training, 30% testing).

2.6 Class Imbalance Mitigation

SMOTE (Synthetic Minority Oversampling Technique) is a popular technique in the development of
machine learning models to balance classes in datasets that are biased [14, 21]. It bases its operation
on the k, nearest neighbors’ algorithm (commonly k=5) [22]. To bring the number of samples in
the minority class to the same level as the majority class, it does not simply duplicate existing
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examples, but it creates synthetic samples, which has a great positive impact on the performance of
the proposed model [23, 24]. Thus, the number of records in the training dataset has increased to
20528. TABLE 1 presents the results after applying SMOTE. The training data is now prepared to
train the machine learning models that have been chosen. FIGURE 3 shows the process of mitigating
the problem of class imbalance.

Table 1: The SMOTE Output for Traning Dataset

Class Original Count  After SMOTE Count
Majority (0) 10264 10264
Minority (1) 5526 10264
Total 15780 20528

! IMBALANCED DATASET I l BALANCED DATASET l

Minority (0) = 5526 = ] Minority (0) = 1026495°
(xX) e @ 00000000000000000
SMOTE e T
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Figure 3: Class Imbalanced Mitigation Process

2.7 ML-based Model Development

In order to capitalize on the benefits of machine learning algorithms, three algorithms (XGBoost,
Random Forest, and Logistic Regression) were chosen because of their diversity and their balance
between accuracy, robustness, and interpretability [25, 26]. The following is a polished and orga-
nized explanation of each algorithm, enhanced for clarity and depth.

2.8 XGBoost (Maximum Gradient Boosting)

XGBoost is a highly effective decision tree processing algorithm powered by the gradient boosting
(GBDT) technique, and it assures efficiency, excellent performance, and superior scalability. The
main objectives of the tool are predictive performance, scalability, and efficiency [27]. This al-
gorithm builds weakly learned trees, which are usually shallow trees, one after another and applies
gradient descent to optimize their internal structure [10, 28]. Its foremost feature is the augmentation
in which the algorithm achieves a minimum loss function by adjusting the new tree according to the
errors made by the previous ones. The second method is regularization that mixes L1 (Lasso) and L2
(Ridge) penalties to avoid overfitting. Third, it instructs the algorithm to automatically designate
missing values during the training phase, thus solving the problem of shortage. Fourth, which is
parallelism as the main feature, develops trees in parallel to support hardware, thus, speeding up
[11, 29].
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2.9 Random Forest

Random Forest is an ensemble method that, during the training phase, independently builds a
number of decision trees and then combines their outputs (majority voting for classification, average
for regression) [30, 31]. One of its features is automatic clustering (aggregation): a tree is trained
on a randomly selected subset of the data (with replacement) [32]. Another benefit of this method
is that it incorporates randomization: a node is split using a randomly selected subset of features,
which makes the trees different. Also, it is without pruning, thus the trees grow to the maximum
extent depending on the variety of the clusters in order to reduce overfitting [27].

2.10 Logistic Regression

Logistic regression uses a logistic (sigma) function to compute the probability of a binary or cate-
gorical outcome. In fact, it is a linear classification model [33]. This algorithm has characteristics:
it is a linear model with logarithmic probabilities; it produces probabilities with a sigma function;
and it gives the benefit of L1 (sparse solutions) or L2 (smooth weights) regularization options [34].
Moreover, it is highly supportive of the assumptions, as it employs linear decision boundaries that
are affected by multicollinearity [35]. The three machine learning models were individually trained,
and the outputs were combined using the voting technique. TABLE 2 indicates the hyperparameters
and the relevant info for all selected ML models.

2.11 Voting Ensemble

Thalassemia as was pointed out earlier is a genetically inherited blood disorder and therefore its
accurate prediction necessitates a strong machine learning model [23, 36]. The reason for employing
such an approach in the study is that the voting set merges the predictions of different algorithms
(XGBoost, Random Forest, and logistic regression) to achieve better performance [20].

The aim of implementing voting is to enhance model accuracy, alleviating overfitting effects, and
also allowing voting to handle the problem of uncertainty in model outputs as evidenced by [37].
There are mainly two kinds of voting, Hard and Soft [38]. In this research, we use hard Voting:
Majority vote (best for similar, performing models). FIGURE 4 however, illustrated the voting
process example. While TABLE 3, indicate the reasoning time for each of the selected samples.

2.12 Using SHAP with Voting Ensembles

After the voting classifier was trained, the ensemble predictions were interpreted using the SHAP
(Shapley Additive Explanations) method in this research [37]. The deployment of SHAP in this
work was supported by its better global interpretability that essentially stems from its ability to
understand the features of the dataset that are most decisive for the ensemble [39, 40]. In addition,
as SHAP is capable of explaining single predictions, it also offers local interpretability, which is
a very important feature in the case of applications of medical diagnosis. Any voting ensemble
(XGBoost, RF, LR, etc.) might be coupled with SHAP as well [41].
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Table 2: ML Models Hyperparameters

Model Parameter Search range Final value
C (inverse regulanzation strength) | 0.01, 0.1, 1, 10, 100 1.0
penalty L2 (fixed) L2

Logistic Regression
solver Ibfgs (fixed) Ibfgs
max_iter 1000 (fixed) 1000
n_estimators 100, 200, 300 200
max_depth 510,15 10

Random Forest

min_samples split 2.5 10 5
min_samples_leaf 1.2,4 2
learning_rate 0.01, 0.05, 0.1 0.1
max_depth 1.6,9 f

XGBoost subsample 0.7, 0.8, 1.0 0.8
colsample bytree 0.7.0.8, 1.0 0.8
n_estimators 100, 150, 200 150

Table 3: Inference Time-per-Second

Model [nference Time per Sample (ms) | Suitable for Real-Time?
Logistic Regression 0.01 ms Yes, Suitable

Random Forest 0.16 ms Yes, Suitable

XGBoost 0.17 ms Yes, Suitable

Ensemble (majority vote) | 0.34 ms Yes, Suitable (still < 1 ms)

The major results of employing SHAP in the suggested framework for thalassemia prediction in-
clude: Firstly, the identification of the decisive features: A high SHAP value for HbA2 j 3.7%
is regarded as a strong indication of thalassemia, and a low mean corpuscular volume (MCV) is
in agreement with the clinical diagnosis. Secondly, SHAP values provide a solution to resolve
discrepancies: In case of a discrepancy between XGBoost and RF, SHAP determines the factors



https://www.oajaiml.com/ | June 2026 Advances in Artificial Intelligence and Machine Learning

[: Testing Dataset :]

W= Uy gy

Figure 4: The Voting Process Example

that cause the discrepancy [42]. Thirdly, clinical confidence: It is a very important factor that
elevates the clinicians’ trust in Al predictions in medical diagnosis [43].

To evaluate the clinical plausibility of SHAP technique interpretations, three board-certified hema-
tologists specializing in thalassemia screening were engaged to conduct a systematic evaluation of
the cases. A randomly selected sample of 45 patients from the dataset was used, chosen by the
three physicians. These results were matched with corresponding SHAP scores, demonstrating the
robustness and suitability of the proposed model and highlighting the contribution of features to the
model’s predictive power.

2.13 A Heat-Correlation Plot

A heat correlation plot represents one of the primary interpretability tools in machine learning and
statistical analysis, disclosing the intensity and direction of linear relations between all variable pairs
in a dataset. As illustrated in FIGURE 5.

The most significant part of the plot is the column or row that shows the correlations with the target
variable (DX). The higher the correlation here, the greater the predictive power of the variables for
determining a thalassemia diagnosis. As displayed in TABLE 4.

The correlation matrix from FIGURE 5 indicates that the haematological markers MCV, MCH, and
A2, which are clinically known, are the main features that drive the prediction of thalassemia in
machine learning models. Correlation Analysis Between Predictor Variables (Multicollinearity):
The correlations between input features should be checked to detect multicollinearity, a condition
that could affect the interpretability of linear models such as logistic regression. High Correlation
(e.g., i0.8): We can have very high correlations between: HGB and HCT: An almost perfect positive
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Figure 5: A Heat-correlation Output

correlation. The reason for this is that haematocrit (HCT) is basically the measure of the ratio of
haemoglobin to blood volume. MCV and MCH: A very strong positive correlation. This high
correlation is totally acceptable from a clinical point of view, since both are affected by cell size.
MCYV and HCT: A strong positive correlation.

Scientific Implication: Complex machine learning models (XGBoost and Random Forest) are usu-
ally able to deal with multicollinearity better than linear models. However, the fact that there is
such a high correlation is the reason why the predictive performance of the MCV and MCH models
is almost identical, and thus suggests that in some situations one of them can be removed to make
the model simpler without any substantial decrease in accuracy.

2.14 Importance in Model Building

The heat, correlation analysis was instrumental in identifying the avenues through which a diagnos-
tic predictive model could be constructed effectively. It played the following three central roles:

Feature Selection for Dimensionality Reduction: The method quantitatively singled out features
that had a low correlation with the target variable (DX). By eliminating these features, the dimen-
sionality is reduced, noise is minimized, and the model’s generalizability is improved as the learning
algorithm is directed to the most relevant predictors.

Confirmation of Model Interpretability: The presented correlations serve as a bridge that can be
verified between the model inputs and the already known pathophysiological mechanisms. As
an example, the strong negative correlation between MCV and thalassemia diagnosis is not only
indicative of a well-established hematological relationship, but it also serves as a confirmation that

10
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Table 4: The SMOTE Output

Feature Relationship

to DX

Semantics

1 MCV (Mean Strong
Corpuscular Negative
Volume) Correlation

2 MCH (Mean Strong
Corpuscular negative
Hemoglobin) correlation

3 HGB Moderate
(hemoglobin) negative
correlation

4 RDW (Red Moderate

Blood Cell  Positive
Size Correlation
Distribution)

5 A2 Strong
(Hemoglobin positive
A2) correlation

A low MCYV is one of the most significant clinical features for
identifying thalassemia. This strong and well, known association is
exactly the reason why it works as the model’s most precise and
essential predictive feature, leading to efficient first-stage screening.
The significant correlation observed between Mean Corpuscular
Hemoglobin (MCH) and the diagnosis (Dx) further validates the
importance of Mean Corpuscular Volume (MCV) as a diagnostic
marker. Together, these two indices strongly reflect the classic
hematological presentation of microcytic hypochromic anemia,
which is a hallmark feature of thalassemia.

Low hemoglobin levels are associated with the presence of the
disease. This correlation is normal and expected in all types of
anemia.

Red cell distribution width (RDW) is a measure that indicates how
much the size of red blood cells varies. An increase in RDW is a
finding that has clinical significance, being associated with an
underlying pathological condition, thus highlighting its diagnostic
value as an auxiliary tool in differential diagnosis.

A raised hemoglobin A2 level is generally acknowledged as one of
the most important and dependable diagnostic indicators in
hematology. It is especially indispensable in single out and verifying
the existence of beta-thalassemia trait, thus paving the way for the
characterization of this genetic condition in contrast to the etiologies
of microcytic anemia.

the model is utilizing authentic clinical biomarkers rather than generating enigmatic or artefactual
associations.

Understanding the Mechanisms Underpinning the Resulting Performance of the Ensemble: The
investigation of the correlation structure is what actually underpins the success of the ensemble
model. The architecture of the model is capable of integrating this knowledge by co-weighting
heavily correlated features, whereas the complementary non-linear models that are used can capture
complex, interdependent patterns. This is the reason why the ensemble can predict with higher
accuracy: it is a hybrid approach that combines correlation, informed weighting with non-linear
function approximation. Hence, the correlation heatmap is not just a tool for exploratory data
analysis; it is an instrument for validation that confirms the clinical relevance of the feature set
and provides the underlying rationale for the model’s architecture and output.

11
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3. THE PROPOSED METHOD

This pseudocode presents a hard voting ensemble strategy that aggregates the predictions of XG-
Boost, Random Forest, and Logistic Regression to identify thalassemia (DX) based on hematolog-
ical features. The pipeline commences with data preprocessing, then SMOTE is applied to balance
the classes. Following feature scaling, the three models are fitted and combined by majority voting.
The ensemble is inspected with classification metrics. To make the model understandable, SHAP is
used with the Random Forest part to clarify feature contributions. The process guarantees stability
through resampling, ensemble prediction, and model explainability, and thus it can be used for
clinical diagnostic support. The step-by-step algorithm for the proposed model is illustrated in
Algorithm 1.

Algorithm 1. The Proposed hard voting classifier using XGBoost, Random Forest, and Logistic
Regression

# HARD VOTING ENSEMBLE WITH SHAP & SMOTE PSEUDOCODE
# Dataset: Thalassemia.xIsx, Sheet: data7

# Target: Dx (binary: O=non-thalassemia, 1=thalassemia)

#
# 1. DATA LOADING & INITIAL PREPROCESSING
#
LOAD dataset from *Thalassemia.xIsx’ sheet data7’

SET target column = ’Dx’

DROP rows with missing target value if any

# Split features (X) and target (y)

X = all columns except ’ID’, *gender’, ’Dx’

y = column ’Dx’

# Optional: Separate numerical and categorical if needed

IDENTIFY numerical features (RBC, HGB, HCT, MCV, MCH, MCHC, RDW, ferritin, F, A2, A)
IDENTIFY categorical_features (none in this dataset besides maybe gender, but excluded)

#
#2. TRAIN-TEST SPLIT
#
SPLIT X, y into X_train, X test, y train, y_test using train_test_split
SET test_size = 0.2, random_state = 42, stratify =y

#
# 3. HANDLE CLASS IMBALANCE WITH SMOTE
#
APPLY SMOTE only on X train, y_train

SMOTE parameters: random_state = 42, sampling_strategy = ’auto’
OUTPUT: X _train_resampled, y_train resampled

#
# 4. FEATURE SCALING
#
INITIALIZE StandardScaler

FIT scaler on X train_resampled

TRANSFORM X train_resampled and X _test using fitted scaler

12
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#
# 5. DEFINE BASE MODELS FOR HARD VOTING
#
INITIALIZE:
modell = LogisticRegression(random_state=42, max_iter=1000)
model2 = RandomForestClassifier(random_state=42, n_estimators=100)
model3 = XGBClassifier(random_state=42, n_estimators=100, use label encoder=False)
#
# 6. HARD VOTING ENSEMBLE
#

INITIALIZE VotingClassifier with:
estimators = [(’lr’, modell), (’rf’, model2), ("xgb’, model3)]
voting = hard’ # majority vote on predicted class

FIT VotingClassifier on X _train_resampled scaled, y_train_resampled

#
# 7. PREDICTION & EVALUATION
#
PREDICT y pred on X _test scaled using fitted VotingClassifier
CALCULATE metrics:

- Accuracy

- Precision

- Recall

- F1-Score

- Confusion Matrix

- ROC-AUC (if supported for hard voting)
#
# 8. MODEL EXPLANABILITY WITH SHAP
#

# SHAP works best with tree models, so we explain the ensemble via one of the tree-based
members
SELECT explainer_model = RandomForestClassifier from ensemble
RETRAIN explainer_model on same training data for SHAP compatibility
INITIALIZE SHAP TreeExplainer with explainer model
CALCULATE SHAP values for X_test scaled
PLOT:
- SHAP summary plot (bar & beeswarm)
- SHAP dependence plots for top features
- SHAP force plot for individual predictions

#
#9. FEATURE IMPORTANCE COMPARISON
#
EXTRACT feature_importances from:

- RandomForest

- XGBoost

- SHAP mean absolute values
PLOT comparative bar charts
#

13
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# 10. OPTIONAL: CROSS-VALIDATION
#
PERFORM cross-validation on VotingClassifier
CALCULATE mean and std of accuracy, F1 across folds
#
# 11. SAVE MODEL & RESULTS
#
SAVE fitted VotingClassifier as .pkl file

SAVE scaler as .pkl file

EXPORT results, SHAP plots, and metrics to report

3.1 EVALUATION AND RESULTS

The primary aim of this study was to design a ML, technique, based framework to enable a simple
and accurate prediction of thalassemia diagnosis. Three different machine learning algorithms (XG-
Boost, Random Forest, and Logistic Regression) were each independently trained on the real-world
dataset. After that, these models were combined using the voting ensemble method to generate the
final prediction result, which is the outcome of the combination of individual models’ predictions
via a voting ensemble mechanism. Besides accuracy, the confusion matrix was also used to provide
a detailed breakdown of the proposed framework’s predictions versus the actual labels and to help
with performance evaluation. FIGURE 6 depicted the confusion matrix for the chosen ML models.

The AUC scale is also recognized as the gold standard for measuring the performance of binary
classification models in the medical area, with a focus on screening and diagnostic tasks, e.g.,
thalassemia detection. The scale is chosen because of various scientific and methodological reasons
that are associated with the characteristics of the disease and the consequences of diagnostic errors.
FIGURE 7 depicts the AUC curve for the suggested model. Consequently, the summary of the AUC
calculation is tabulated in TABLE 5.

FIGURE 7 presents a very clear picture of the distribution of each model’s performance across
different classification boundaries, illustrated by the ROC graph. Performance Ranking: Itis evident
that the purple (Voting Ensemble) and green (XGBoost) curves are dominating the top and the left
of the chart, which means that they are capable of yielding the highest true positive (TPR) as well
as the lowest false positive (FPR) rates.

Table 5: Summary of AUC Finding

ML Model AUC Value Discriminatory Power
XGBoost 0.94 Outstanding
Random Forest (RF) 0.92 Excellent
Logistic Regression (LR) 0.90 Very Good
Voting 0.9416 Outstanding ++

XGBoost showed the best discriminative performance with an area under the receiver operating
characteristic curve (AUC) 0f 0.94, as summarized in TABLE 5, which is slightly better than the final
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Comparative Model Performance: Thalassemia Prediction
Confusion Matrix Dashboard
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Figure 6: The Confusion Matrix for the Proposed Models

ensemble voting classifier (AUC=0.9416). The superior performance of the model can be explained
by its advanced capabilities in handling complicated, high-dimensional medical data. Being a
gradient, boosting framework, XGBoost is very effective at finding nonlinear relationships and
complex interactions among hematological biomarkers, for example, the joint diagnostic effect of a
low mean corpuscular volume (MCV) and a high red cell distribution width (RDW). Its sequential
learning method each time concentrates on the incorrectly classified samples of the previous models,
thus, it adjusts the decision boundaries and improves the predictive accuracy and discrimination
overall. These results indicate the performance of the four models in thalassemia classification
(DX) based on input data after preprocessing and the SMOTE technique.

Overall Model Performance: Voting Ensemble (AUC =0.9416): This ensemble model achieved the
highest AUC value, thus providing the strongest evidence for the hypothesis that ensemble models
outperform individual models. The Voting Ensemble is the model that combines the strengths
of the three basic models and improves overall predictions, which makes it the best choice for
very sensitive classification tasks like thalassemia detection. This curve (purple line) represents
the best trade-off between sensitivity and specificity in case detection. XGBoost (AUC = 0.94):
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